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FOREWORD 

 

 

It is my great pleasure to present this laboratory manual for 

Third year engineering students for the subject of Machine 

Learning  

 

 

As a student, many of you may be wondering with some of 

the questions in your mind regarding the subject and exactly 

what has been tried is to answer through this manual.  

 

 

As you may be aware that MGM has already been awarded 

with ISO 9001:2015, 140001:2015  certification and it is our 

endure to technically equip our students taking the advantage 

of the procedural aspects of ISO Certification. 

 

 

Faculty members are also advised that covering these aspects 

in initial stage itself, will greatly relived them in future as 

much of the load will be taken care by the enthusiasm 

energies of the students once they are conceptually clear. 

 
 

 

 

Dr. H. H. Shinde 

    Principal 
 

 

 



 

 

LABORATORY MANUAL CONTENTS 

 

 

This manual is intended for the Third year students of 

Computer Science and Engineering in the subject of Machine 

Learning. This manual typically contains practical/Lab 

Sessions related to Machine Learning algorithms covering 

various aspects related the subject to enhanced understanding. 

 

 

Students are advised to thoroughly go through this manual 

rather than only topics mentioned in the syllabus as practical 

aspects are the key to understanding and conceptual 

visualization of theoretical aspects covered in the books. 

 

 

Good Luck for your Enjoyable Laboratory Sessions 

 

 

 

 

 

 

 

Dr. Deepa Deshpande    Dr. Vijaya Musande 

Mr. Charudatt. M. Mane 

Subject Teacher         HOD 

 

 
 

 

 



 

 

LIST OF EXPERIMENTS 

 

Course Code: BTCOL508  

 

Course Title: Machine Learning Laboratory 

 

Sr.No Name of the Experiment Page No 

1. 

Write a python program to compute  

 Central Tendency Measures: Mean, Median, Mode 

 Measure of Dispersion: Variance, Standard Deviation 
 

2. Study of Python Basic Libraries such as Statistics, Math, Numpy and Scipy  

3. Study of Python Libraries for ML application such as Pandas and Matplotlib  

4. Write a Python program to implement Simple Linear Regression  

5. 
Implementation of Multiple Linear Regression for House Price Prediction 

using sklearn 
 

6. Implementation of Decision tree using sklearn and its parameter tuning  

7. Implementation of KNN using sklearn  

8. Implementation of Logistic Regression using sklearn  

9. Implementation of K-Means Clustering  

10. 
Performance analysis of Classification Algorithms on a specific dataset  

(Mini Project) 
 



 

 

DOs  and DON’Ts in Laboratory: 

 

1. Make entry in the Log Book as soon as you enter the Laboratory. 

2. All the students should sit according to their roll numbers starting 

from their left to right. 

3. All the students are supposed to enter the terminal number in the 

log book. 

4. Do not change the terminal on which you are working.  

5. All the students are expected to get at least the algorithm of the 

program/concept   to be implemented. 

6. Strictly observe the instructions given by the teacher/Lab Instructor. 

7. Do not disturb machine Hardware / Software Setup. 

Instruction for Laboratory Teachers: 

1. Submission related to whatever lab work has been completed should 

be done during the next lab session along with signing the index. 

2. The promptness of submission should be encouraged by way of 

marking and evaluation patterns that will benefit the sincere 

students.   

3. Continuous assessment in the prescribed format must be followed. 

HARDWARE AND SOFTWARE REQUIREMENTS 

 



 

 

HARDWARE REQUIREMENTS:  

 INTEL i3 or i5 processor   

 320GB HDD  

 8GB RAM DDR4  

 

SOFTWARE REQUIREMENTS:  

 Python  Compiler 3.6  

 Anaconda Distribution - Python/R Data Science Platform 

 Jupyter Notebook 

 PyCharm IDE 

 Spyder python IDE 

 Google COLAB – Cloud based Jupyter Notebook Environment 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

LABORATORY  OUTCOMES 

 

The practical/exercises in this section are psychomotor 

domain Learning Outcomes (i.e. subcomponents of the COs), 

to be developed and assessed to lead to the attainment of the 

competency. 

 
 

 

CO-1: Understand modern notions in predictive data analysis 

 

CO-2: Select data, model selection, model complexity and identify the 

trends 

 

CO-3: Understand a range of machine learning algorithms along with their 

strengths and weaknesses 

 

CO-4: Build predictive models from data and analyze their performance 

 

 

 

 

 

 

 

 

 

 

 



 

 

Experiment No: 1 
 
Title: Write a python program to compute 

 Central tendency measures: Mean, Median, Mode 

 Measure of Dispersion: Variance, Standard Deviation 

 

Objective:  

 To understand the programming constructs in python  

 To understand basic statistics concepts and implement its formulae using python  

Theory/Description: 

 Python Data Types 

 

 Numeric Types: 

1. Integers: 

In Python 3, there is effectively no limit to how long an integer value can be. Of course, it is 
constrained by the amount of memory your system has. 

>>> print(10) 

10 

>>> type(10) 

<class 'int'> 
 



 

 

2. Floating Point Numbers: 

The float type in Python designates a floating-point number. float values are specified with a 

decimal point. Optionally, the character e or E followed by a positive or negative integer may 
be appended to specify scientific notation 

>>> 4.2 

4.2 

>>> .4e7 

4000000.0 

>>> type(.4e7) 

<class 'float'> 

>>> 4.2e-4 

0.00042 
 

3. Complex Numbers 

Complex numbers are specified as <real part>+<imaginary part>j. 

>>> 2+3j 

(2+3j) 

>>> type(2+3j) 

<class 'complex'> 
 

 Strings: 

Strings are sequences of character data. The string type in Python is called str. String literals 

may be delimited using either single or double quotes. All the characters between the opening 

delimiter and matching closing delimiter are part of the string. 

A string in Python can contain as many characters as you wish. The only limit is your 

machine‘s memory resources. A string can also be empty. 

>>> print("I am a string.") 

I am a string. 

>>> type("I am a string.") 

<class 'str'> 

>>> '' 

'' 
A raw string literal is preceded by r or R, which specifies that escape sequences in the 

associated string are not translated. The backslash character is left in the string. 

>>> print('foo\nbar') 

foo 

bar 



 

 

>>> print(r'foo\nbar') 

foo\nbar 

>>> print('foo\\bar') 

foo\bar 

>>> print(R'foo\\bar') 

foo\\bar 
 

 Boolean Type: 

Python 3 provides a Boolean data type. Objects of Boolean type may have one of two values, 

True or False. 

>>> type(True) 

<class 'bool'> 

>>> type(False) 

<class 'bool'> 

 

 Python List: 

List is an ordered sequence of items. It is one of the most used datatype in Python and is very 

flexible. All the items in a list do not need to be of the same type. Declaring a list is pretty 

straight forward. Items separated by commas are enclosed within brackets [ ]. We can use the 

slicing operator [ ] to extract an item or a range of items from a list. Index starts form 0 in 

Python. 

Lists are mutable, meaning, value of elements of a list can be altered. 

>>> a = [1, 2.2, 'python'] 

 

 Python Tuple: 

Tuple is an ordered sequence of items same as list. The only difference is that tuples are 

immutable. Tuples once created cannot be modified. Tuples are used to write-protect data and 

are usually faster than list as it cannot change dynamically. It is defined within parentheses () 

where items are separated by commas. We can use the slicing operator [] to extract items but 

we cannot change its value. 

>>> t = (5,'program', 1+3j) 

 

 Python Set: 

Set is an unordered collection of unique items. Set is defined by values separated by comma 

inside braces { }. Items in a set are not ordered. We can perform set operations like union, 

intersection on two sets. Set have unique values. They eliminate duplicates. Since, set are 

unordered collection, indexing has no meaning. Hence the slicing operator [] does not work. 

>>> a = {1,2,2,3,3,3} 
>>> a 
{1, 2, 3} 



 

 

 Python Dictionary: 

Dictionary is an unordered collection of key-value pairs. It is generally used when we have a 

huge amount of data. Dictionaries are optimized for retrieving data. We must know the key to 

retrieve the value. In Python, dictionaries are defined within braces {} with each item being a 

pair in the form key:value. Key and value can be of any type. We use key to retrieve the 

respective value. But not the other way around. 

>>> d = {1:'value','key':2} 
>>> type(d) 
<class 'dict'> 

 

 Operators in Python 

Operators are used to perform operations on variables and values. 

Python divides the operators in the following groups: 

 

1. Arithmetic operators 

Arithmetic operators are used to perform mathematical operations like addition, subtraction, 
multiplication and division. 

+ Addition: adds two operands x + y 

- Subtraction: subtracts two operands x - y 

* Multiplication: multiplies two operands x * y 

/ Division (float): divides the first operand by the second x / y 

// Division (floor): divides the first operand by the second x // y 

% Modulus: returns the remainder when first operand is divided by the second    x % y 

 

2. Comparison/Relational operators 

Relational operators compares the values. It either returns True or False according to the 
condition. 

> Greater than: True if left operand is greater than the right x > y 

< Less than: True if left operand is less than the right x < y 

== Equal to: True if both operands are equal x == y 

!= Not equal to - True if operands are not equal x != y 

>= Greater than or equal to: True if left operand is greater than or equal to the right x >= y 

<= Less than or equal to: True if left operand is less than or equal to the right x<= y 

 

3. Logical operators 

Logical operators perform Logical AND, Logical OR and Logical NOT operations. 

and Logical AND: True if both the operands are true x and y 

or Logical OR: True if either of the operands is true x or y 

not Logical NOT: True if operand is false   not x 

 



 

 

 Control Statements in Python 

 

1. Python Decision Making Statements 

 

 

2. Python Loops Statements 

 

 

3. Loop Control Statements 

 

 

 

 

 



 

 

 Executing Python Program   

This describes the environment in which Python programs are executed. This describes the 

runtime behavior of the interpreter, including program startup, configuration, and program 
termination 

 Anaconda Navigator – Jupyter Notebook 

Anaconda is a free and open-source distribution of the Python and R programming languages for 

scientific computing, machine learning and data science that aims to simplify package 
management and deployment. 

The notebook extends the console-based approach to interactive computing in a qualitatively new 

direction, providing a web-based application suitable for capturing the whole computation 

process: developing, documenting, and executing code, as well as communicating the results. A 

notebook kernel is a ―computational engine‖ that executes the code contained in a Notebook 
document. The ipython kernel, referenced in this guide, executes python code. 

The Jupyter notebook combines two components: 

o A web application: a browser-based tool for interactive authoring of documents which 
combine explanatory text, mathematics, computations and their rich media output. 

o Notebook documents: a representation of all content visible in the web application, including 

inputs and outputs of the computations, explanatory text, mathematics, images, and rich 

media representations of objects. 

 

 PyCharm IDE 

PyCharm is an integrated development environment (IDE) used in computer programming, 

specifically for the Python language. It is developed by the JetBrains. It provides code analysis, a 

graphical debugger, an integrated unit tester, integration with version control systems, and 

supports web development with Django as well as Data Science with Anaconda. 

 

 Google COLAB   

Colaboratory is a research tool for machine learning education and research. It‘s a Jupyter 

notebook environment that requires no setup to use. Google Colab is a free cloud service and now 

it supports free GPU! You can: improve your Python programming language coding skills. To 

start working with Colab you first need to log in to your google account, then go to this link 
https://colab.research.google.com. 

 

 Central Tendency Measures 

 

A measure of central tendency (also referred to as measures of centre or central location) is a 

summary measure that attempts to describe a whole set of data with a single value that represents 
the middle or centre of its distribution.  

There are three main measures of central tendency: the mode, the median and the mean. Each of 
these measures describes a different indication of the typical or central value in the distribution. 

 

 

https://colab.research.google.com/


 

 

1. Mean 

The mean is the sum of the value of each observation in a dataset divided by the number of 

observations. This is also known as the arithmetic average. Looking at the retirement age 
distribution again:  

54, 54, 54, 55, 56, 57, 57, 58, 58, 60, 60  

The mean is calculated by adding together all the values 

(54+54+54+55+56+57+57+58+58+60+60 = 623) and dividing by the number of observations 
(11) which equals 56.6 years. 

 

2. Median 

The median is the middle value in distribution when the values are arranged in ascending or 

descending order. 

In a distribution with an odd number of observations, the median value is the middle value. 

54, 54, 54, 55, 56, 57, 57, 58, 58, 60, 60 

Looking at the retirement age distribution (which has 11 observations), the median is the middle 
value, which is 57 years. 

When the distribution has an even number of observations, the median value is the mean of the 
two middle values. In the following distribution, 

52, 54, 54, 54, 55, 56, 57, 57, 58, 58, 60, 60 

The middle two values are 56 and 57; therefore the median equals 56.5 years. 

 

3. Mode 

The mode is the most commonly occurring value in a distribution. Consider this dataset showing 
the retirement age of 11 people, in whole years: 

54, 54, 54, 55, 56, 57, 57, 58, 58, 60, 60 

The most commonly occurring value is 54, therefore the mode of this distribution is 54 years. 

 

 Measure of Dispersion  

 

Measures of spread describe how similar or varied the set of observed values are for a particular 

variable (data item). Measures of spread include the range, quartiles and the interquartile range, 
variance and standard deviation. 

The spread of the values can be measured for quantitative data, as the variables are numeric and 
can be arranged into a logical order with a low end value and a high end value. 

 

 Variance and Standard Deviation   

 

The variance and the standard deviation are measures of the spread of the data around the mean. 

They summarise how close each observed data value is to the mean value. 



 

 

In datasets with a small spread all values are very close to the mean, resulting in a small variance 

and standard deviation. Where a dataset is more dispersed, values are spread further away from 
the mean, leading to a larger variance and standard deviation. 

 

The smaller the variance and standard deviation, the more the mean value is indicative of the 

whole dataset. Therefore, if all values of a dataset are the same, the standard deviation and 
variance are zero. 

 

 

Programming Steps: 

1. Take input from user (list elements) 

2. Find the size of list 

3. Sort the given lise in ascending or descending form 

4. Calculate mean, median and mode of the list 

5. Calculate the variance and standard deviation  

Conclusion ( must include analysis of program): 

 

 

 



 

 

Experiment No: 2 
 
Title: Study of Python Basic Libraries such as Statistics, Math, Numpy and Scipy 

 

Objective:  

 To understand the basis python libraries (Math and Statistics) used for mathematical 

calculations  

 To understand multidimensional array and matrix processing using Numpy library 

 To understand scientific computations and linear algebra functions using Scipy library 

Theory/Description: 

  

 Python Libraries  

There are a lot of reasons why Python is popular among developers and one of them is that it has 

an amazingly large collection of libraries that users can work with. In this Python Library, we 

will discuss Python Standard library and different libraries offered by Python Programming 
Language: scipy, numpy, etc. 

We know that a module is a file with some Python code, and a package is a directory for sub 

packages and modules. A Python library is a reusable chunk of code that you may want to include 

in your programs/ projects. Here, a ‗library‘ loosely describes a collection of core modules. 

Essentially, then, a library is a collection of modules. A package is a library that can be installed 
using a package manager like npm. 

 

 Python Standard Library 

The Python Standard Library is a collection of script modules accessible to a Python program to 

simplify the programming process and removing the need to rewrite commonly used commands. 

They can be used by 'calling/importing' them at the beginning of a script. A list of the Standard 
Library modules that are most important 

 time 

 sys 

 csv 

 math 

 random 

 pip 

 os 

 statistics 

 tkinter 

 socket 

To display a list of all available modules, use the following command in the Python console:  

>>> help('modules') 



 

 

 List of important Python Libraries  

o Python Libraries for Data Collection 

 Beautiful Soup 

 Scrapy 

 Selenium 

o Python Libraries for Data Cleaning and Manipulation 

 Pandas 

 PyOD 

 NumPy 

 Scipy 

 Spacy 

o Python Libraries for Data Visualization 

 Matplotlib 

 Seaborn 

 Bokeh 

o Python Libraries for Modeling 

 Scikit-learn 

 TensorFlow 

 PyTorch 

o Python Libraries for Model Interpretability 

 Lime 

 H2O 

o Python Libraries for Audio Processing 

 Librosa 

 Madmom 

 pyAudioAnalysis 

o Python Libraries for Image Processing 

 OpenCV-Python 

 Scikit-image 

 Pillow 

o Python Libraries for Database 

 Psycopg 

 SQLAlchemy 

o Python Libraries for Deployment 

 Flask 

 

 How to install additional python libraries such as Numpy, Scipy, Pandas and Matplotlib  

 

 In Anaconda Environment: use these commands 

Conda install numpy  scipy  pandas  matplotlib 

 

 



 

 

 In Windows system using command prompt 

Python –m pip install numpy  scipy  pandas  matplotlib 

 

 Python Math Library 

 

The math module is a standard module in Python and is always available. To use mathematical 

functions under this module, you have to import the module using import math. It gives access to 

the underlying C library functions. This module does not support complex datatypes. The cmath 

module is the complex counterpart. 

List of Functions in Python Math Module 

Function Description 

ceil(x) Returns the smallest integer greater than or equal to x. 

copysign(x, 

y) 
Returns x with the sign of y 

fabs(x) Returns the absolute value of x 

factorial(x) Returns the factorial of x 

floor(x) Returns the largest integer less than or equal to x 

fmod(x, y) Returns the remainder when x is divided by y 

frexp(x) Returns the mantissa and exponent of x as the pair (m, e) 

fsum(iterable) Returns an accurate floating point sum of values in the iterable 

isfinite(x) Returns True if x is neither an infinity nor a NaN (Not a Number) 

isinf(x) Returns True if x is a positive or negative infinity 

isnan(x) Returns True if x is a NaN 

ldexp(x, i) Returns x * (2**i) 

modf(x) Returns the fractional and integer parts of x 

trunc(x) Returns the truncated integer value of x 

exp(x) Returns e**x 

expm1(x) Returns e**x - 1 

log(x[, base]) Returns the logarithm of x to the base (defaults to e) 

log1p(x) Returns the natural logarithm of 1+x 

log2(x) Returns the base-2 logarithm of x 

log10(x) Returns the base-10 logarithm of x 

pow(x, y) Returns x raised to the power y 

sqrt(x) Returns the square root of x 

acos(x) Returns the arc cosine of x 

asin(x) Returns the arc sine of x 



 

 

atan(x) Returns the arc tangent of x 

atan2(y, x) Returns atan(y / x) 

cos(x) Returns the cosine of x 

hypot(x, y) Returns the Euclidean norm, sqrt(x*x + y*y) 

sin(x) Returns the sine of x 

tan(x) Returns the tangent of x 

degrees(x) Converts angle x from radians to degrees 

radians(x) Converts angle x from degrees to radians 

acosh(x) Returns the inverse hyperbolic cosine of x 

asinh(x) Returns the inverse hyperbolic sine of x 

atanh(x) Returns the inverse hyperbolic tangent of x 

cosh(x) Returns the hyperbolic cosine of x 

sinh(x) Returns the hyperbolic cosine of x 

tanh(x) Returns the hyperbolic tangent of x 

erf(x) Returns the error function at x 

erfc(x) Returns the complementary error function at x 

gamma(x) Returns the Gamma function at x 

lgamma(x) 
Returns the natural logarithm of the absolute value of the Gamma function at 

x 

Pi 
Mathematical constant, the ratio of circumference of a circle to it's diameter 

(3.14159...) 

E mathematical constant e (2.71828...) 

 

 Python Statistics library  

 

This module provides functions for calculating mathematical statistics of numeric (Real-valued) data. 
The statistics module comes with very useful functions like: Mean, median, mode, standard deviation, 
and variance. 

The four functions we'll use in this post are common in statistics: 

1. mean - average value 

2. median - middle value 

3. mode - most often value 

4. standard deviation - spread of values 

 

 

 

 



 

 

 Averages and measures of central location 

These functions calculate an average or typical value from a population or sample. 

mean()    Arithmetic mean (―average‖) of data. 

harmonic_mean()  Harmonic mean of data. 

median()   Median (middle value) of data. 

median_low()  Low median of data. 

median_high()  High median of data. 

median_grouped()  Median, or 50th percentile, of grouped data. 

mode()   Mode (most common value) of discrete data. 

 

 Measures of spread 

These functions calculate a measure of how much the population or sample tends to deviate from 
the typical or average values. 

pstdev()   Population standard deviation of data. 

pvariance()   Population variance of data. 

stdev()   Sample standard deviation of data. 

variance()   Sample variance of data. 

 

 

 Importance of Numpy and Scipy libraries  

 

NumPy (Numerical Python) is a linear algebra library in Python. It is a very important library on 

which almost every data science or machine learning Python packages such as SciPy (Scientific 
Python), Mat−plotlib (plotting library), Scikit-learn, etc depends on to a reasonable extent. 

NumPy is very useful for performing mathematical and logical operations on Arrays. It provides an 
abundance of useful features for operations on n-arrays and matrices in Python. 

 

NumPy is the fundamental package for scientific computing with Python. It contains among other 

things: 

 a powerful N-dimensional array object 

 sophisticated (broadcasting) functions 

 tools for integrating C/C++ and Fortran code 

 useful linear algebra, Fourier transform, and random number capabilities 

 

Besides its obvious scientific uses, NumPy can also be used as an efficient multi-dimensional 

container of generic data. Arbitrary data-types can be defined. This allows NumPy to seamlessly and 
speedily integrate with a wide variety of databases. 

 

The SciPy library is one of the core packages that make up the SciPy stack. It provides many user-

friendly and efficient numerical routines such as routines for numerical integration, interpolation, 

optimization, linear algebra and statistics. 



 

 

 Python Numpy Library 

 

NumPy is an open source library available in Python that aids in mathematical, scientific, engineering, 

and data science programming. NumPy is an incredible library to perform mathematical and statistical 

operations. It works perfectly well for multi-dimensional arrays and matrices multiplication 

 

For any scientific project, NumPy is the tool to know. It has been built to work with the N-

dimensional array, linear algebra, random number, Fourier transform, etc. It can be integrated to 

C/C++ and Fortran. 

 

NumPy is a programming language that deals with multi-dimensional arrays and matrices. On top of 

the arrays and matrices, NumPy supports a large number of mathematical operations. 

 

NumPy is memory efficiency, meaning it can handle the vast amount of data more accessible than any 

other library. Besides, NumPy is very convenient to work with, especially for matrix multiplication 

and reshaping. On top of that, NumPy is fast. In fact, TensorFlow and Scikit learn to use NumPy array 

to compute the matrix multiplication in the back end. 

 Arrays in NumPy: NumPy‘s main object is the homogeneous multidimensional array. 

 It is a table of elements (usually numbers), all of the same type, indexed by a tuple of positive 

integers. 

 In NumPy dimensions are called axes. The number of axes is rank. 

 NumPy’s array class is called ndarray. It is also known by the alias array. 

We use python numpy array instead of a list because of the below three reasons: 

1. Less Memory 

2. Fast 

3. Convenient 

 Numpy Functions 

Numpy arrays carry attributes around with them. The most important ones are: 

        ndim: The number of axes or rank of the array 

        shape: A tuple containing the length in each dimension 

        size: The total number of elements 

 

import numpy 

x = numpy.array([[1,2,3], [4,5,6], [7,8,9]]) # 3x3 matrix 

print(x.ndim) # Prints 2 

print(x.shape) # Prints (3L, 3L) 

print(x.size) # Prints 9 

 

Can be used just like Python lists 

        x[1] will access the second element 

        x[-1] will access the last element 



 

 

Arithmetic operations apply element wise 

a = numpy.array( [20,30,40,50] )  

b = numpy.arange( 4 )  

c = a-b  

#c => array([20, 29, 38, 47]) 

 
 Built-in Methods 

Many standard numerical functions are available as methods out of the box: 

 

x = numpy.array([1,2,3,4,5]) 

avg = x.mean() 

sum = x.sum() 

sx = numpy.sin(x) 

 Functions and Methods Overview 

Here is a list of some useful NumPy functions and methods names ordered in categories.  

Array Creation 

arange, array, copy, empty, empty_like, eye, fromfile, fromfunction, identity, 

linspace, logspace, mgrid, ogrid, ones, ones_like, r, zeros, zeros_like 

Conversions 

ndarray.astype, atleast_1d, atleast_2d, atleast_3d, mat 

Manipulations 

array_split, column_stack, concatenate, diagonal, dsplit, dstack, hsplit, 

hstack, ndarray.item, newaxis, ravel, repeat, reshape, resize, squeeze, 

swapaxes, take, transpose, vsplit, vstack 

Questions 

all, any, nonzero, where 

Ordering 

argmax, argmin, argsort, max, min, ptp, searchsorted, sort 

Operations 

choose, compress, cumprod, cumsum, inner, ndarray.fill, imag, prod, put, putmask, 

real, sum 

Basic Statistics 

cov, mean, std, var 

Basic Linear Algebra 

cross, dot, outer, linalg.svd, vdot 
 

 

 

 

 

 

 

 

https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.arange.html#numpy.arange
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.array.html#numpy.array
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.copy.html#numpy.copy
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.empty.html#numpy.empty
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.empty_like.html#numpy.empty_like
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.eye.html#numpy.eye
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.fromfile.html#numpy.fromfile
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.fromfunction.html#numpy.fromfunction
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.identity.html#numpy.identity
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.linspace.html#numpy.linspace
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.logspace.html#numpy.logspace
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.mgrid.html#numpy.mgrid
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ogrid.html#numpy.ogrid
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ones.html#numpy.ones
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ones_like.html#numpy.ones_like
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.zeros.html#numpy.zeros
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.zeros_like.html#numpy.zeros_like
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ndarray.astype.html#numpy.ndarray.astype
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.atleast_1d.html#numpy.atleast_1d
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.atleast_2d.html#numpy.atleast_2d
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.atleast_3d.html#numpy.atleast_3d
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.mat.html#numpy.mat
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.array_split.html#numpy.array_split
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.column_stack.html#numpy.column_stack
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.concatenate.html#numpy.concatenate
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.diagonal.html#numpy.diagonal
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.dsplit.html#numpy.dsplit
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.dstack.html#numpy.dstack
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.hsplit.html#numpy.hsplit
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.hstack.html#numpy.hstack
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ndarray.item.html#numpy.ndarray.item
https://docs.scipy.org/doc/numpy-1.13.0/reference/arrays.indexing.html#numpy.newaxis
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ravel.html#numpy.ravel
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.repeat.html#numpy.repeat
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.reshape.html#numpy.reshape
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.resize.html#numpy.resize
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.squeeze.html#numpy.squeeze
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.swapaxes.html#numpy.swapaxes
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.take.html#numpy.take
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.transpose.html#numpy.transpose
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.vsplit.html#numpy.vsplit
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.vstack.html#numpy.vstack
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.all.html#numpy.all
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.any.html#numpy.any
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.nonzero.html#numpy.nonzero
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.where.html#numpy.where
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.argmax.html#numpy.argmax
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.argmin.html#numpy.argmin
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.argsort.html#numpy.argsort
https://docs.python.org/dev/library/functions.html#max
https://docs.python.org/dev/library/functions.html#min
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ptp.html#numpy.ptp
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.searchsorted.html#numpy.searchsorted
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.sort.html#numpy.sort
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.choose.html#numpy.choose
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.compress.html#numpy.compress
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.cumprod.html#numpy.cumprod
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.cumsum.html#numpy.cumsum
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.inner.html#numpy.inner
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.ndarray.fill.html#numpy.ndarray.fill
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.imag.html#numpy.imag
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.prod.html#numpy.prod
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.put.html#numpy.put
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.putmask.html#numpy.putmask
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.real.html#numpy.real
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.sum.html#numpy.sum
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.cov.html#numpy.cov
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.mean.html#numpy.mean
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.std.html#numpy.std
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.var.html#numpy.var
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.cross.html#numpy.cross
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.dot.html#numpy.dot
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.outer.html#numpy.outer
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.linalg.svd.html#numpy.linalg.svd
https://docs.scipy.org/doc/numpy-1.13.0/reference/generated/numpy.vdot.html#numpy.vdot


 

 

 Python Scipy Library  

 

SciPy is an Open Source Python-based library, which is used in mathematics, scientific 

computing, Engineering, and technical computing.  SciPy also pronounced as "Sigh Pi."  

 SciPy contains varieties of sub packages which help to solve the most common issue 

related to Scientific Computation. 

 SciPy is the most used Scientific library only second to GNU Scientific Library for 

C/C++ or Matlab's. 

 Easy to use and understand as well as fast computational power. 

 It can operate on an array of NumPy library.  

 Numpy VS SciPy 

 

Numpy: 

1. Numpy is written in C and use for mathematical or numeric calculation. 

2. It is faster than other Python Libraries 

3. Numpy is the most useful library for Data Science to perform basic calculations. 

4. Numpy contains nothing but array data type which performs the most basic operation like sorting, 

shaping, indexing, etc.  

 

SciPy: 

1. SciPy is built in top of the NumPy 

2. SciPy is a fully-featured version of Linear Algebra while Numpy contains only a few features. 

3. Most new Data Science features are available in Scipy rather than Numpy. 

A concise list of SciPy sub-modules is shown below: 

Scipy.fftpack Fast Fourier Transform 

Scipy.interpolate Interpolation 

Scipy.integrate Numerical Integration 

Scipy.linalg Linear Algebra 

Scipy.io File Input/Output 

Scipy.optimize Optimization and Fits 

Scipy.stats Statistics 

Scipy.signal Signal Processing 

 

 Linear Algebra with SciPy 

 Linear Algebra of SciPy is an implementation of BLAS and ATLAS LAPACK libraries.  

 Performance of Linear Algebra is very fast compared to BLAS and LAPACK. 

 Linear algebra routine accepts two-dimensional array object and output is also a two-

dimensional array. 



 

 

Now let's do some test with scipy.linalg,  

Calculating determinant of a two-dimensional matrix,  

from scipy import linalg 

import numpy as np 

#define square matrix 

two_d_array = np.array([ [4,5], [3,2] ]) 

#pass values to det() function 

linalg.det( two_d_array ) 

 Eigenvalues and Eigenvector – scipy.linalg.eig()  

 The most common problem in linear algebra is eigenvalues and eigenvector which can be 

easily solved using eig() function. 

 Now lets we find the Eigenvalue of (X) and correspond eigenvector of a two-dimensional 

square matrix. 

Example,  

from scipy import linalg 

import numpy as np 

#define two dimensional array 

arr = np.array([[5,4],[6,3]]) 

#pass value into function 

eg_val, eg_vect = linalg.eig(arr) 

#get eigenvalues 

print(eg_val) 

#get eigenvectors 

print(eg_vect) 

 

Programing Steps: 

1. CONSIDER A LIST DATATYPE THEN RESHAPE IT INTO 2D,3D MATRIX USING NUMPY 

2. GENRATE RANDOM MATRICES USING NUMPY 

3. FIND THE DETERMINANT OF A MATRIX USING SCIPY 

4. FIND EIGENVALUE AND EIGENVECTOR OF A MATRIX USING SCIPY 

 

 

Conclusion ( must include analysis of program): 

 

 

 

 



 

 

Experiment No: 3 
 
Title: Study of Python Libraries for ML application such as Pandas and Matplotlib 

 

Objective:  

 To understand data preprocessing and analysis using Pandas library 

 To understand data visualization in the form of 2D graphs and plots using Matplotlib library  

Theory/Description: 

 
 List important ML libraries 

o  Python Libraries for Machine Learning  

 Numpy 

 Scipy 

 Scikit-learn 

 Theano 

 TensorFlow 

 Keras 

 PyTorch 

 Pandas 

 Matplotlib 

 Importance of Pandas library  

 

Pandas is an open source, BSD-licensed library providing high-performance, easy-to-use data 

structures and data analysis tools for the Python programming language. 

Pandas makes importing, analyzing, and visualizing data much easier. It builds on packages like 

NumPy and matplotlib to give you a single, convenient, place to do most of your data analysis 
and visualization work. 

 

Advantages of Pandas Library 

There are many benefits of Python Pandas library, listing them all would probably take more time 

than what it takes to learn the library. Therefore, these are the core advantages of using the Pandas 
library: 

1. Data representation 

Pandas provide extremely streamlined forms of data representation. This helps to analyze and 

understand data better. Simpler data representation facilitates better results for data science 
projects. 

2. Less writing and more work done 

It is one of the best advantages of Pandas. What would have taken multiple lines in Python 

without any support libraries, can simply be achieved through 1-2 lines with the use of Pandas. 



 

 

Thus, using Pandas helps to shorten the procedure of handling data. With the time saved, we can 
focus more on data analysis algorithms. 

3. An extensive set of features 

Pandas are really powerful. They provide you with a huge set of important commands and 

features which are used to easily analyze your data. We can use Pandas to perform various tasks 

like filtering your data according to certain conditions, or segmenting and segregating the data 

according to preference, etc. 

4. Efficiently handles large data 

Wes McKinney, the creator of Pandas, made the python library to mainly handle large datasets 
efficiently. Pandas help to save a lot of time by importing large amounts of data very fast. 

5. Makes data flexible and customizable 

Pandas provide a huge feature set to apply on the data you have so that you can customize, edit 
and pivot it according to your own will and desire. This helps to bring the most out of your data. 

6. Made for Python 

Python programming has become one of the most sought after programming languages in the 

world, with its extensive amount of features and the sheer amount of productivity it provides. 

Therefore, being able to code Pandas in Python, enables you to tap into the power of the various 

other features and libraries which will use with Python. Some of these libraries are NumPy, 
SciPy, MatPlotLib, etc. 

 

 Pandas Library 

 

The primary two components of pandas are the Series and DataFrame. 

A Series is essentially a column, and a DataFrame is a multi-dimensional table made up of a 
collection of Series. 

DataFrames and Series are quite similar in that many operations that you can do with one 

you can do with the other, such as filling in null values and calculating the mean. 

 

 

 Reading data from CSVs 

 

With CSV files all you need is a single line to load in the data: 

df = pd.read_csv('purchases.csv') 

df 

 



 

 

Let's load in the IMDB movies dataset to begin: 

movies_df = pd.read_csv("IMDB-Movie-Data.csv", index_col="Title") 

We're loading this dataset from a CSV and designating the movie titles to be our index. 

 

 Viewing your data 

The first thing to do when opening a new dataset is print out a few rows to keep as a visual 
reference. We accomplish this with .head(): 

movies_df.head() 

 

Another fast and useful attribute is .shape, which outputs just a tuple of (rows, columns): 

movies_df.shape 

Note that .shape has no parentheses and is a simple tuple of format (rows, columns). So we have 

1000 rows and 11 columns in our movies DataFrame. 

You'll be going to .shape a lot when cleaning and transforming data. For example, you might filter 
some rows based on some criteria and then want to know quickly how many rows were removed. 

 Handling duplicates 

This dataset does not have duplicate rows, but it is always important to verify you aren't 

aggregating duplicate rows. 

To demonstrate, let's simply just double up our movies DataFrame by appending it to 

itself: 

temp_df = movies_df.append(movies_df) 

 

temp_df.shape 

Out: 
(2000, 11) 

Using append() will return a copy without affecting the original DataFrame. We are 

capturing this copy in temp so we aren't working with the real data. 

Notice call .shape quickly proves our DataFrame rows have doubled. 

Now we can try dropping duplicates: 

temp_df = temp_df.drop_duplicates() 

 

temp_df.shape 

Out: 
(1000, 11) 

Just like append(), the drop_duplicates() method will also return a copy of your 

DataFrame, but this time with duplicates removed. Calling .shape confirms we're back to 

the 1000 rows of our original dataset. 



 

 

It's a little verbose to keep assigning DataFrames to the same variable like in this 

example. For this reason, pandas has the inplace keyword argument on many of its 

methods. Using inplace=True will modify the DataFrame object in place: 

temp_df.drop_duplicates(inplace=True) 

Now our temp_df will have the transformed data automatically. 

Another important argument for drop_duplicates() is keep, which has three possible 

options: 

 first: (default) Drop duplicates except for the first occurrence. 

 last: Drop duplicates except for the last occurrence. 

 False: Drop all duplicates. 

Since we didn't define the keep arugment in the previous example it was defaulted to 

first. This means that if two rows are the same pandas will drop the second row and 

keep the first row. Using last has the opposite effect: the first row is dropped. 

keep, on the other hand, will drop all duplicates. If two rows are the same then both will 

be dropped. Watch what happens to temp_df: 

temp_df = movies_df.append(movies_df)  # make a new copy 

 

temp_df.drop_duplicates(inplace=True, keep=False) 

 

temp_df.shape 

Out: 
(0, 11) 

Since all rows were duplicates, keep=False dropped them all resulting in zero rows being 

left over. If you're wondering why you would want to do this, one reason is that it allows 

you to locate all duplicates in your dataset. When conditional selections are shown below 

you'll see how to do that. 

 Column cleanup 
Many times datasets will have verbose column names with symbols, upper and lowercase 

words, spaces, and typos. To make selecting data by column name easier we can spend a 

little time cleaning up their names. 

Here's how to print the column names of our dataset: 
 

movies_df.columns 

Out: 
Index(['Rank', 'Genre', 'Description', 'Director', 'Actors', 'Year', 

       'Runtime (Minutes)', 'Rating', 'Votes', 'Revenue (Millions)', 

       'Metascore'], 

      dtype='object') 



 

 

Not only does .columns come in handy if you want to rename columns by allowing for 

simple copy and paste, it's also useful if you need to understand why you are receiving a 

Key Error when selecting data by column. 

We can use the .rename() method to rename certain or all columns via a dict. We don't 

want parentheses, so let's rename those: 

movies_df.rename(columns={ 

        'Runtime (Minutes)': 'Runtime',  

        'Revenue (Millions)': 'Revenue_millions' 

    }, inplace=True) 

 

 

movies_df.columns 

Out: 
Index(['Rank', 'Genre', 'Description', 'Director', 'Actors', 'Year', 

'Runtime', 

       'Rating', 'Votes', 'Revenue_millions', 'Metascore'], 

      dtype='object') 

Excellent. But what if we want to lowercase all names? Instead of using .rename() we 

could also set a list of names to the columns like so: 

movies_df.columns = ['rank', 'genre', 'description', 'director', 

'actors', 'year', 'runtime',  

                     'rating', 'votes', 'revenue_millions', 'metascore'] 

 

 

movies_df.columns 

Out: 
Index(['rank', 'genre', 'description', 'director', 'actors', 'year', 

'runtime', 

       'rating', 'votes', 'revenue_millions', 'metascore'], 

      dtype='object') 

But that's too much work. Instead of just renaming each column manually we can do a list 

comprehension: 

movies_df.columns = [col.lower() for col in movies_df] 

 

movies_df.columns 

Out: 
Index(['rank', 'genre', 'description', 'director', 'actors', 'year', 

'runtime', 

       'rating', 'votes', 'revenue_millions', 'metascore'], 

      dtype='object') 

list (and dict) comprehensions come in handy a lot when working with pandas and 

data in general. 



 

 

It's a good idea to lowercase, remove special characters, and replace spaces with 

underscores if you'll be working with a dataset for some time. 

 How to work with missing values 

When exploring data, you‘ll most likely encounter missing or null values, which are essentially 

placeholders for non-existent values. Most commonly you'll see Python's None or NumPy's 
np.nan, each of which are handled differently in some situations. 

 

There are two options in dealing with nulls: 

1. Get rid of rows or columns with nulls 

2. Replace nulls with non-null values, a technique known as imputation 

 

Let's calculate to total number of nulls in each column of our dataset. The first step is to check 

which cells in our DataFrame are null: 

movies_df.isnull() 

 

Notice isnull() returns a DataFrame where each cell is either True or False depending on that cell's 
null status. 

To count the number of nulls in each column we use an aggregate function for summing: 

movies_df.isnull().sum() 

 

 DataFrame slicing, selecting, extracting 

 

Up until now we've focused on some basic summaries of our data. We've learned about simple 

column extraction using single brackets, and we imputed null values in a column using fillna(). 
Below are the other methods of slicing, selecting, and extracting you'll need to use constantly. 

It's important to note that, although many methods are the same, DataFrames and Series have 

different attributes, so you'll need be sure to know which type you are working with or else you 

will receive attribute errors. 

Let's look at working with columns first. 

By column 

You already saw how to extract a column using square brackets like this: 

genre_col = movies_df['genre'] 

type(genre_col) 

 

 Importance of Matplotlib library  

 

To make necessary statistical inferences, it becomes necessary to visualize your data and 

Matplotlib is one such solution for the Python users. It is a very powerful plotting library 

useful for those working with Python and NumPy. The most used module of Matplotib is 

Pyplot which provides an interface like MATLAB but instead, it uses Python and it is 

open source. 

 



 

 

 General Concepts 

 

A Matplotlib figure can be categorized into several parts as below: 

1. Figure: It is a whole figure which may contain one or more than one axes (plots). You can 
think of a Figure as a canvas which contains plots. 

2. Axes: It is what we generally think of as a plot. A Figure can contain many Axes. It contains 

two or three (in the case of 3D) Axis objects. Each Axes has a title, an x-label and a y-label. 

3. Axis: They are the number line like objects and take care of generating the graph limits. 

4. Artist: Everything which one can see on the figure is an artist like Text objects, Line2D 
objects, collection objects. Most Artists are tied to Axes. 

 

 Matplotlib Library  

Pyplot is a module of Matplotlib which provides simple functions to add plot elements 

like lines, images, text, etc. to the current axes in the current figure. 

 Make a simple plot 

import matplotlib.pyplot as plt 

import numpy as np 

List of all the methods as they appeared. 

 plot(x-axis values, y-axis values) — plots a simple line graph with x-axis values 

against y-axis values 

 show() — displays the graph 

 title(―string‖) — set the title of the plot as specified by the string 

 xlabel(―string‖) — set the label for x-axis as specified by the string 

 ylabel(―string‖) — set the label for y-axis as specified by the string 

 figure() — used to control a figure level attributes 

 subplot(nrows, ncols, index) — Add a subplot to the current figure 

 suptitle(―string‖) — It adds a common title to the figure specified by the string 

 subplots(nrows, ncols, figsize) — a convenient way to create subplots, in a single call. 

It returns a tuple of a figure and number of axes. 

 set_title(―string‖) — an axes level method used to set the title of subplots in a figure 

 bar(categorical variables, values, color) — used to create vertical bar graphs 

 barh(categorical variables, values, color) — used to create horizontal bar graphs 

 legend(loc) — used to make legend of the graph 

 xticks(index, categorical variables) — Get or set the current tick locations and labels 

of the x-axis 

 pie(value, categorical variables) — used to create a pie chart 

 hist(values, number of bins) — used to create a histogram 

 xlim(start value, end value) — used to set the limit of values of the x-axis 

 ylim(start value, end value) — used to set the limit of values of the y-axis 



 

 

 scatter(x-axis values, y-axis values) — plots a scatter plot with x-axis values against 

y-axis values 

 axes() — adds an axes to the current figure 

 set_xlabel(―string‖) — axes level method used to set the x-label of the plot specified 

as a string 

 set_ylabel(―string‖) — axes level method used to set the y-label of the plot specified 

as a string 

 scatter3D(x-axis values, y-axis values) — plots a three-dimensional scatter plot with 

x-axis values against y-axis values 

 plot3D(x-axis values, y-axis values) — plots a three-dimensional line graph with x-

axis values against y-axis values 

Here we import Matplotlib‘s Pyplot module and Numpy library as most of the data that 

we will be working with will be in the form of arrays only. 

 
 

We pass two arrays as our input arguments to Pyplot‘s plot() method and use show() 

method to invoke the required plot. Here note that the first array appears on the x-axis and 

second array appears on the y-axis of the plot. Now that our first plot is ready, let us add 

the title, and name x-axis and y-axis using methods title(), xlabel() and ylabel() 

respectively. 

 



 

 

 

We can also specify the size of the figure using method figure() and passing the values 

as a tuple of the length of rows and columns to the argument figsize 

 

 



 

 

With every X and Y argument, you can also pass an optional third argument in the form 

of a string which indicates the colour and line type of the plot. The default format is b- 

which means a solid blue line. In the figure below we use go which means green circles. 

Likewise, we can make many such combinations to format our plot. 

 

 

We can also plot multiple sets of data by passing in multiple sets of arguments of X and Y 

axis in the plot() method as shown. 

 



 

 

 

 Multiple plots in one figure: 

We can use subplot() method to add more than one plots in one figure. In the image 

below, we used this method to separate two graphs which we plotted on the same axes in 

the previous example. The subplot() method takes three arguments: they are nrows, 

ncols and index. They indicate the number of rows, number of columns and the index 

number of the sub-plot. For instance, in our example, we want to create two sub-plots in 

one figure such that it comes in one row and in two columns and hence we pass 

arguments (1,2,1) and (1,2,2) in the subplot() method. Note that we have separately 

used title()method for both the subplots. We use suptitle() method to make a 

centralized title for the figure. 

 



 

 

 

If we want our sub-plots in two rows and single column, we can pass arguments (2,1,1) 

and (2,1,2) 

 



 

 

 

The above way of creating subplots becomes a bit tedious when we want many subplots 

in our figure. A more convenient way is to use subpltots() method. Notice the 

difference of ‘s’ in both the methods. This method takes two arguments nrows and ncols 

as number of rows and number of columns respectively. This method creates two 

objects:figure and axes which we store in variables fig and ax which can be used to 

change the figure and axes level attributes respectively. Note that these variable names 

are chosen arbitrarily. 

 



 

 

 
 

 

 

 

 

 

 

 

Conclusion ( must include analysis of program): 

 

 

 



 

 

Experiment No: 4 
 
Title: Write a Python program to implement Simple Linear Regression 

 

Objective:  

 To understand the concept of simple linear regression 

 To apply simple linear regression on actual dataset to do prediction  

Theory/Description: 

 

 Types of Learning  

A machine is said to be learning from past Experiences(data feed in) with respect to some 

class of Tasks, if it‘s Performance in a given Task improves with the Experience. 

 

 

1. Supervised Learning 

How it works: This algorithm consist of a target / outcome variable (or dependent variable) 

which is to be predicted from a given set of predictors (independent variables). Using these 

set of variables, we generate a function that map inputs to desired outputs. The training 

process continues until the model achieves a desired level of accuracy on the training data. 

Examples of Supervised Learning: Regression, Decision Tree, Random Forest, KNN, 

Logistic Regression etc. 

  

2. Unsupervised Learning 

How it works: In this algorithm, we do not have any target or outcome variable to predict / 

estimate. It is used for clustering population in different groups, which is widely used for 

segmenting customers in different groups for specific intervention. Examples of 

Unsupervised Learning: Apriori algorithm, K-means. 

  

3. Reinforcement Learning: 

How it works: Using this algorithm, the machine is trained to make specific decisions. It 

works this way: the machine is exposed to an environment where it trains itself continually 

using trial and error. This machine learns from past experience and tries to capture the best 



 

 

possible knowledge to make accurate business decisions. Example of Reinforcement 

Learning: Markov Decision Process 

       

4. Semi-Supervised Learning  

In this type of learning, the algorithm is trained upon a combination of labeled and 

unlabeled data. Typically, this combination will contain a very small amount of labeled 

data and a very large amount of unlabeled data. The basic procedure involved is that first, 

the programmer will cluster similar data using an unsupervised learning algorithm and 

then use the existing labeled data to label the rest of the unlabeled data.  

 

  

o Supervised Learning – Train Me! 

o Unsupervised Learning – I am self sufficient in learning 

o Reinforcement Learning – My life My rules! (Hit & Trial) 

 

 

 

 



 

 

 Types of Supervised Learning 

 

1. Classification : It is a Supervised Learning task where output is having defined 

labels(discrete value). For example in above Figure A, Output – Purchased has 

defined labels i.e. 0 or 1 ; 1 means the customer will purchase and 0 means that 

customer won‘t purchase. The goal here is to predict discrete values belonging to a 

particular class and evaluate on the basis of accuracy. 

It can be either binary or multi class classification. In binary classification, model 

predicts either 0 or 1 ; yes or no but in case of multi class classification, model 

predicts more than one class. 

Example: Gmail classifies mails in more than one classes like social, promotions, 

updates, forum.  

2. Regression : It is a Supervised Learning task where output is having continuous 

value. 

Example in above Figure B, Output – Wind Speed is not having any discrete value but 

is continuous in the particular range. The goal here is to predict a value as much 

closer to actual output value as our model can and then evaluation is done by 

calculating error value. The smaller the error the greater the accuracy of our 

regression model.  

Example of Supervised Learning Algorithms:  

 Linear Regression 

 Nearest Neighbor 

 Guassian Naive Bayes 

 Decision Trees 

 Support Vector Machine (SVM) 

 Random Forest 

 Regression Analysis  

Regression analysis is a powerful statistical method that allows you to examine the 

relationship between two or more variables of interest. While there are many types of 

regression analysis, at their core they all examine the influence of one or more independent 

variables on a dependent variable. 



 

 

In order to understand regression analysis fully, it‘s essential to comprehend the 

following terms: 

 Dependent Variable: This is the main factor that you‘re trying to understand or 

predict.  

 Independent Variables: These are the factors that you hypothesize have an impact 

on your dependent variable. 

Regression analysis is a form of predictive modelling technique which investigates the 

relationship between a dependent (target) and independent variable (s) (predictor). This 

technique is used for forecasting, time series modelling and finding the causal effect 

relationship between the variables. For example, relationship between rash driving and 

number of road accidents by a driver is best studied through regression. Regression analysis is 

an important tool for modelling and analyzing data. Here, we fit a curve / line to the data 

points, in such a manner that the differences between the distances of data points from the 

curve or line is minimized. 

There are multiple benefits of using regression analysis. They are as follows: 

1. It indicates the significant relationships between dependent variable and 

independent variable. 

2. It indicates the strength of impact of multiple independent variables on a 

dependent variable. 

Regression analysis also allows us to compare the effects of variables measured on 

different scales, such as the effect of price changes and the number of promotional 

activities. These benefits help market researchers / data analysts / data scientists to 

eliminate and evaluate the best set of variables to be used for building predictive models. 

There are various kinds of regression techniques available to make predictions. These 

techniques are mostly driven by three metrics (number of independent variables, type of 

dependent variables and shape of regression line). 

 



 

 

Types of Regression: 

 Linear Regression 

 Logistic Regression 

 Polynomial Regression 

 Stepwise Regression 

 Ridge Regression 

 Linear Regression  

It is one of the most widely known modeling technique. Linear regression is usually among 

the first few topics which people pick while learning predictive modeling. In this technique, 

the dependent variable is continuous, independent variable(s) can be continuous or discrete, 

and nature of regression line is linear. 

Linear Regression establishes a relationship between dependent variable (Y) and one or more 

independent variables (X) using a best fit straight line (also known as regression line). 

It is represented by an equation Y=a+b*X + e, where a is intercept, b is slope of the line and e 

is error term. This equation can be used to predict the value of target variable based on given 

predictor variable(s). 

It is used to estimate real values (cost of houses, number of calls, total sales etc.) based on 

continuous variable(s). Here, we establish relationship between independent and 

dependent variables by fitting a best line. This best fit line is known as regression line and 

represented by a linear equation  

Y= a *X + b. 

The best way to understand linear regression is to relive this experience of childhood. Let 

us say, you ask a child in fifth grade to arrange people in his class by increasing order of 

weight, without asking them their weights! What do you think the child will do? He / she 

would likely look (visually analyze) at the height and build of people and arrange them 

using a combination of these visible parameters. This is linear regression in real life! The 

child has actually figured out that height and build would be correlated to the weight by a 

relationship, which looks like the equation above. 

In this equation: 

 Y – Dependent Variable 

 a – Slope 

 X – Independent variable 

 b – Intercept 

These coefficients a and b are derived based on minimizing the sum of squared difference 

of distance between data points and regression line. 



 

 

Look at the below example. Here we have identified the best fit line having linear 

equation y=0.2811x+13.9. Now using this equation, we can find the weight, knowing the 

height of a person 

.  

 Types of Linear Regression  

Linear Regression is mainly of two types: Simple Linear Regression and Multiple Linear 

Regression. Simple Linear Regression is characterized by one independent variable. And, 

Multiple Linear Regression(as the name suggests) is characterized by multiple (more than 1) 

independent variables. While finding the best fit line, you can fit a polynomial or curvilinear 

regression. And these are known as polynomial or curvilinear regression. 

The difference between simple linear regression and multiple linear regression is that, multiple 

linear regression has (>1) independent variables, whereas simple linear regression has only 1 

independent variable. 

 

 Simple Linear Regression  

 

In simple linear regression, each observation consists of two values. One value is for the 

dependent variable and one value is for the independent variable. 

Simple Linear Regression Analysis The simplest form of a regression analysis uses on dependent 

variable (y) and one independent variable (x). In this simple model, a straight line approximates 

the relationship between the dependent variable and the independent variable. 

The simple linear regression equation is represented like this: Ε(y) = (β0 +β1 x). 

The simple linear regression equation is graphed as a straight line. 

( β0 is the y intercept of the regression line. β1 is the slope.) 

Ε(y) is the mean or expected value of y for a given value of x. 



 

 

A regression line can show a positive linear relationship, a negative linear relationship, or 

no relationship. If the graphed line in a simple linear regression is flat (not sloped), there 

is no relationship between the two variables. If the regression line slopes upward with the 

lower end of the line at the y intercept (axis) of the graph, and the upper end of line 

extending upward into the graph field, away from the x intercept (axis) a positive linear 

relationship exists. If the regression line slopes downward with the upper end of the line 

at the y intercept (axis) of the graph, and the lower end of line extending downward into 

the graph field, toward the x intercept (axis) a negative linear relationship exists. 

Formulae to calculate b0 and b1 coefficients.  

 
 

With simple linear regression we want to model our data as follows: 

y = B0 + B1 * x 

This is a line where y is the output variable we want to predict, x is the input variable we 

know and B0 and B1 are coefficients that we need to estimate that move the line around. 

Technically, B0 is called the intercept because it determines where the line intercepts the 

y-axis. In machine learning we can call this the bias, because it is added to offset all 

predictions that we make. The B1 term is called the slope because it defines the slope of 

the line or how x translates into a y value before we add our bias. 

The goal is to find the best estimates for the coefficients to minimize the errors in 

predicting y from x. 

Simple regression is great, because rather than having to search for values by trial and 

error or calculate them analytically using more advanced linear algebra, we can estimate 

them directly from our data. 

We can start off by estimating the value for B1 as: 

B1 = sum((xi-mean(x)) * (yi-mean(y))) / sum((xi – mean(x))^2) 

Where mean() is the average value for the variable in our dataset. The xi and yi refer to 

the fact that we need to repeat these calculations across all values in our dataset and i 

refers to the i‘th value of x or y. 



 

 

We can calculate B0 using B1 and some statistics from our dataset, as follows: 

B0 = mean(y) – B1 * mean(x) 

Before we wrap up I want to show you a quick shortcut for calculating the coefficients. 

Simple linear regression is the simplest form of regression and the most studied. There is 

a shortcut that you can use to quickly estimate the values for B0 and B1. 

Really it is a shortcut for calculating B1. The calculation of B1 can be re-written as: 

B1 = corr(x, y) * stdev(y) / stdev(x) OR covariance(x,y) / var(x) 

Where corr(x) is the correlation between x and y an stdev() is the calculation of the 

standard deviation for a variable. 

Correlation (also known as Pearson‘s correlation coefficient) is a measure of how related 

two variables are in the range of -1 to 1. A value of 1 indicates that the two variables are 

perfectly positively correlated, they both move in the same direction and a value of -1 

indicates that they are perfectly negatively correlated, when one moves the other moves in 

the other direction. 

Standard deviation is a measure of how much on average the data is spread out from the 

mean. 

 Performance Metrics : Error and its types, r
2
 

Since our model will produce an output given any input or set of inputs, we can then 

check these estimated outputs against the actual values that we tried to predict. We call 

the difference between the actual value and the model‘s estimate a residual. We can 

calculate the residual for every point in our data set, and each of these residuals will be of 

use in assessment. These residuals will play a significant role in judging the usefulness of 

a model. 

If our collection of residuals are small, it implies that the model that produced them does 

a good job at predicting our output of interest. Conversely, if these residuals are generally 

large, it implies that model is a poor estimator. We technically can inspect all of the 

residuals to judge the model‘s accuracy, but unsurprisingly, this does not scale if we have 

thousands or millions of data points. Thus, statisticians have developed summary 

measurements that take our collection of residuals and condense them into a single value 

that represents the predictive ability of our model. 

The error described in these metrics refer to the residuals! 

 

 
1. Mean Absolute Error  



 

 

The mean absolute error (MAE) is the simplest regression error metric to understand. 

We‘ll calculate the residual for every data point, taking only the absolute value of each so 

that negative and positive residuals do not cancel out. We then take the average of all 

these residuals. Effectively, MAE describes the typical magnitude of the residuals. 

 
2. Mean Square Error 

The mean square error (MSE) is just like the MAE, but squares the difference before 

summing them all instead of using the absolute value. We can see this difference in the 

equation below 

 

Acroynm Full Name Residual Operation? Robust To Outliers? 

MAE Mean Absolute Error Absolute Value Yes 

MSE Mean Squared Error Square No 

RMSE Root Mean Squared Error Square No 

 

 Coefficient of determination (r2) 

R-squared, also known as the coefficient of determination, is the statistical measurement of 

the correlation between an independent variable and dependent variable.  

Specifically, this linear regression is used to determine how well a line fits‘ to a data set of 

observations, especially when comparing models. Also, it is the fraction of the total variation 

in y that is captured by a model. Or, how well does a line follow the variations within a set of 

data. 



 

 

 

The R-squared formula is calculated by dividing the sum of the first errors by the sum of the 

second errors and subtracting the derivation from 1. Here‘s what the r-squared equation looks 

like. 

 

R-squared = 1 – (SSR / SST) 

Where,  SSR = sum of squared errors ∑                      

SST = sum of squares  ∑                 

OR  

R Squared Formula = r
2
 

Where r the correlation coefficient can be calculated per below: 

 

Where, 

 r = The Correlation coefficient 

 n = number in the given dataset 

 x = first variable in the context 

 y = second variable 

 

 

 

 



 

 

Programing Steps: 

1. Consider the given dataset ie. HousePrice.csv file (CSV Comma Separated Values) (or any other 

CSV file) 

2. Read CSV data into pandas dataframe object 

3. Choose independent variable (X) and dependent variable (Y) from given dataset 

4. Find the bo and b1 values to get Ypredicted 

5. After getting Ypred, calculate the SSE (sum of squared error) 

6. Calculate the RMSE  (Root Mean Square Error) value 

7. Calculate the coefficient of determination (r2) r-square 

8. Plot regression line along with the given data points  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Conclusion ( must include analysis of program): 

 

 

 



 

 

Experiment No: 5 
 
Title: Implementation of Multiple Linear Regression for House Price Prediction using sklearn 

 

Objective:  

 To understand the concept of Multiple Regression   

 To apply simple linear regression on actual dataset to do prediction 

Theory/Description: 

  

 Machine Learning Library Scikit-Learn  

Scikit-learn was initially developed by David Cournapeau as a Google summer of code 

project in 2007. Later Matthieu Brucher joined the project and started to use it as apart of his 

thesis work. In 2010 INRIA got involved and the first public release (v0.1 beta) was 

published in late January 2010.The project now has more than 30 active contributors and has 

had paid sponsorship from INRIA, Google, Tinyclues and the Python Software Foundation. 

Scikit-learn provides a range of supervised and unsupervised learning algorithms via a 

consistent interface in Python. 

It is licensed under a permissive simplified BSD license and is distributed under many 

Linux distributions, encouraging academic and commercial use. 

The library is built upon the SciPy (Scientific Python) that must be installed before you 

can use scikit-learn. This stack that includes: 

 NumPy: Base n-dimensional array package 

 SciPy: Fundamental library for scientific computing 

 Matplotlib: Comprehensive 2D/3D plotting 

 IPython: Enhanced interactive console 

 Sympy: Symbolic mathematics 

 Pandas: Data structures and analysis 

Extensions or modules for SciPy care conventionally named SciKits. As such, the module 

provides learning algorithms and is named scikit-learn. 

The vision for the library is a level of robustness and support required for use in 

production systems. This means a deep focus on concerns such as easy of use, code 

quality, collaboration, documentation and performance. 

The library is focused on modeling data. It is not focused on loading, manipulating and 

summarizing data. For these features, refer to NumPy and Pandas. 

 

http://scikits.appspot.com/scikits


 

 

 Enlist ML algorithms in sklearn library  

Some popular groups of models provided by scikit-learn include: 

 Clustering: for grouping unlabeled data such as KMeans. 

 Cross Validation: for estimating the performance of supervised models on unseen 

data. 

 Datasets: for test datasets and for generating datasets with specific properties for 

investigating model behavior. Eg. Boston Housing price, Iris Dataset 

 Dimensionality Reduction: for reducing the number of attributes in data for 

summarization, visualization and feature selection such as Principal component 

analysis. 

 Ensemble methods: for combining the predictions of multiple supervised models. 

 Feature extraction: for defining attributes in image and text data. 

 Feature selection: for identifying meaningful attributes from which to create 

supervised models. 

 Parameter Tuning: for getting the most out of supervised models. 

 Manifold Learning: For summarizing and depicting complex multi-dimensional 

data. 

 Supervised Models: a vast array not limited to generalized linear models, 

discriminate analysis, naive bayes, lazy methods, neural networks, support vector 

machines and decision trees. 

 



 

 

 Multiple Regression Analysis  

The multiple linear regression explains the relationship between one continuous dependent 

variable (y) and two or more independent variables (x1, x2, x3… etc). Note that it says 

CONTINUOUS dependant variable. Since y is the sum of beta, beta1 x1, beta2 x2 etc etc, the 

resulting y will be a number, a continuous variable, instead of a ―yes‖, ―no‖ answer (categorical). 

 

Multiple linear regression (MLR), also known simply as multiple regression, is a statistical 

technique that uses several explanatory variables to predict the outcome of a response variable. 

The goal of multiple linear regression (MLR) is to model the linear relationship between the 

explanatory (independent) variables and response (dependent) variable. 

In essence, multiple regression is the extension of ordinary least-squares (OLS) regression that 

involves more than one explanatory variable. 

The multiple regression model is based on the following assumptions: 

 There is a linear relationship between the dependent variables and the independent 

variables. 

 The independent variables are not too highly correlated with each other. (Absence 

of multicollinearity) 

 yi observations are selected independently and randomly from the population. 

 Residuals should be normally distributed with a mean of 0 and variance σ. 

Multiple Linear Regression attempts to model the Relationship between two or more 

features and a response by fitting a linear equation to observed data. The steps to perform 

multiple linear Regression are almost similar to that of simple linear Regression. The 

Difference Lies in the Evalution. We can use it to find out which factor has the highest 

impact on the predicted output and now different variable relate to each other. 

Here : Y= b0 + b1*x1 + b2*x2 + b3*x3 +…… bn*xn  

Y = Dependent variable and x1, x2, x3, …… xn = multiple independent variables  

First assumption 

Linear regression needs the relationship between the independent and dependent variables 

to be linear.  It is also important to check for outliers since linear regression is sensitive to 

outlier effects.  The linearity assumption can best be tested with scatter plots, the 

following two examples depict two cases, where no and little linearity is present. 

 

http://www.statisticssolutions.com/wp-content/uploads/2010/01/linearregression01.jpg
http://www.statisticssolutions.com/wp-content/uploads/2010/01/linearregression01.jpg


 

 

 Multicollinearity and Correlation measure  

In regression, multicollinearity or collinearity refers to the extent to which independent 

variables are correlated. Multicollinearity exists when:  

 One independent variable is correlated with another independent variable. 

 One independent variable is correlated with a linear combination of two or more 

independent variables. 

Multicollinearity may be tested with three central criteria: 

1) Correlation matrix – when computing the matrix of Pearson‘s Bivariate Correlation among all 

independent variables the correlation coefficients need to be smaller than 1. 

2) Tolerance – the tolerance measures the influence of one independent variable on all other 

independent variables; the tolerance is calculated with an initial linear regression analysis.  

Tolerance is defined as T = 1 – R² for these first step regression analysis.  With T < 0.1 there 

might be multicollinearity in the data and with T < 0.01 there certainly is. 

3) Variance Inflation Factor (VIF) – the variance inflation factor of the linear regression is defined 

as VIF = 1/T. With VIF > 5 there is an indication that multicollinearity may be present; with VIF 

> 10 there is certainly multicollinearity among the variables. 

 

Checking for collinearity helps you get rid of variables that are skewing your data by having a 

significant relationship with another variable. 

Correlation between variables describe the relationship between two variables. If they are 

extremely correlated, then they are collinear. 

Autocorrelation occurs when a variable‘s data affects another instance of that same variable (same 

column, different row). Linear regression only works if there is little or no autocorrelation in the 

dataset, and each instance is independent of each other. If instances are autocorrelated then your 

residuals are not independent from each other, and will show a pattern. 

 

Multicollinearity exists when two or more of the predictors (x variables) in a regression model are 

moderately or highly correlated (different column). When one of our predictors is able to strongly 

predict another predictor or have weird relationships with each other (maybe x2 = x3 or x2 = 

2(x3) + x4), then your regression equation is going to be a mess. 

 

The simplest method to detect collinearity would be to plot it out in graphs or to view a 

correlation matrix to check out pairwise correlation (correlation between 2 variables). If you have 

two variables that are highly correlated, your best course of action is to just remove one of them. 

 

Why is multicollinearity an issue with regression? Well, the regression equation is the best fit line 

to represent the effects of your predictors and the dependant variable, and does not include the 

effects of one predictor on another. 

Having high collinearity (correlation of 1.00) between predictors will affect your coefficients and 

the accuracy, plus its ability to reduce the SSE (sum of squared errors — that thing you need to 

minimise with your regression). 

 



 

 

 Correlation Coefficient and Correlation Matrix 

The correlation coefficient, denoted by r tells us how closely data in a scatterplot fall along a 

straight line. The closer that the absolute value of r is to one, the better that the data are described 

by a linear equation. If r =1 or r = -1 then the data set is perfectly aligned. Data sets with values of 

r close to zero show little to no straight-line relationship. 

 

 

A correlation matrix is a table showing correlation coefficients between variables. Each 

cell in the table shows the correlation between two variables. A correlation matrix is used 

as a way to summarize data. 

 

 

In Statistics, Pearson correlation coefficient is widely used to find out relationship among 

random variables. In the above example a correlation matrix is represented using heat 

matrix (map). 



 

 

 

 The coefficient of determination (R-squared) 

 

The coefficient of determination (R-squared) is a statistical metric that is used to measure how 

much of the variation in outcome can be explained by the variation in the independent variables. 

R2 always increases as more predictors are added to the MLR model even though the predictors 

may not be related to the outcome variable. 

R2 by itself can't thus be used to identify which predictors should be included in a model and 

which should be excluded. R2 can only be between 0 and 1, where 0 indicates that the outcome 

cannot be predicted by any of the independent variables and 1 indicates that the outcome can be 

predicted without error from the independent variables. 

When interpreting the results of a multiple regression, beta coefficients are valid while holding all 

other variables constant ("all else equal"). The output from a multiple regression can be displayed 

horizontally as an equation, or vertically in table form. 

Programing Steps: 

1. Consider the Boston Housing dataset from sklearn datasets (or any other dataset) 

2. Import sklearn linear model 

3. Read boston dataset into pandas dataframe object 

4. Choose independent variables (X1,X2 ….) and dependent variable (Y) from given dataset 

5. Split the dataset into training and testing (80:20) using sklearn  

6. Print values of y-intercept and independent variable coefficients using sklean constants 

7. Find the Ypred using sklean linear model function predict() ,  

8. calculate the SSE (sum of squared error)and RMSE  (Root Mean Square Error) value 

9. Calculate the coefficient of determination (r2) r-square 

10. Plot the scatter graph of Yactual and Ypredicted   

Conclusion ( must include analysis of program): 



 

 

Experiment No: 6 
 
Title:  
 

Objective:  

 To understand the different issues involved in the design and implementation of a database 

system 

 To understand and use data definition language to write query for a database 

Theory/Description: 

 

 

Algorithm (If Applicable): 

 

Program (If Applicable): 

 

Result/Output ; 

 

 

Conclusion ( must include analysis of program): 

 

LAB PRACTICE ASSIGNMENT: 

Assignment No.1 : 

Assignment No.2 : 

 

VIVA-VOCE  QUESTIONS : 

1.  

2. 

3. 

4. 

5.        

 


